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ASTRA Al

Automated Scalable Turnkey Reference Architecture for Al

ICC Astra Al redefines on-premises Al deployments with a unified, cloud-native experience and world-class
turnkey support. Our reference architecture transforms a powered-on server into a ready-to-run Al platform
through automated deployment, intuitive orchestration, and a beautiful user interface, delivering an end-to-
end Al Experience from hardware initialization to Al application consumption.

BUILT-IN SECURITY FUTURE-PROOF COST-EFFICIENT MULTI-TENANT Al
& COMPLIANCE INFRASTRUCTURE SCALING MANAGEMENT

END-TO-END AUTOMATION
& Al EXPERIENCE

Zero-to-Al Deployment seamlessly transforms a powered-on server into a
fully optimized Al platform, streamlining setup and reducing manual effort.
Cloud-Native Orchestration provides an intuitive and visually compelling
dashboard to manage everything from inference to training and fine-tuning.
Backed by expert services, our World-Class Turnkey Support covers hardware
provisioning, diagnostics, and full lifecycle management, ensuring a smooth
Al experience.

UNIFIED Al APP & MODEL STORE

The Unified Al App & Model Store offers a curated ecosystem that simplifies
the acquisition, versioning, fine-tuning, and deployment of both open-source A intuitive dashboard for full lifecycle management, from hardware activation to
models and NVIDIA NIMs. With Dynamic Model Routing, the system provides o Al application consumption. ‘

. . . Delivering Al to your data backed by enterprise-level performance and security.
an OpenAl-compliant, fully private router, ensuring secure and scalable Al
workload management.

TIER WORKLOADS CAPABILITIES EXAMPLE MODEL SUPPORT

- Optimized for low-latency Inference

Small (Al Inference) Al model inference ; . Llama 2 (7B), Mistral 7B, SDXL
- High-speed model caching
- Scalable inference and retrieval-
Medium (Inference + RAG) Al inference and RAG augmented generation Llama 2 (13B), Mistral 7B +RAG,
- Large-scale vector databases Gemma 7B
- Multi-GPU scaling
- Fine-tuning and serving massive
Large (Inference + RAG + Fine- Inference, RAG, and model fine- models Mixtral 8x7B, Llama 3, Falcon 1808,
Tuning) tuning - Multi-node distributed training GPT-4-class models

- Handles 405B+ parameter models
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POWERING THE FUTURE OF Al

SCALABLE Al PERFORMANCE: MODEL SIZE VS. GPU MEMORY

Mid-sized models often run on a single GPU with or without

1468 quantization.

2
NVIDIA L4OS (48GB) ' /-
A400O (16GB) ;

NVIDIA L40S (48GB)
A6000 (48GB)
~20GB or More

Larger model; can run on a single high-end GPU, though multi-GPU
setups may be needed for training.

Very large model often requiring multi-GPU setups or a single
GPU with substantial VRAM.

NVIDIA H100 (80GB)
A100 (40/80GB
32GB+

Multi-GPU Clusters
(H100 80GB

A100 80GB)

Hundreds of GB in FP16

HPC-scale hardware with advanced parallelization (tensor/
pipeline).

Multi-node HPC Clusters, Specialized
supercom_putmg environment -
Approaching or EEESE
exceeding 1TBin FP16

Extremely large scale; generally requires distributed
training with advanced parallelization.

PARAMETER COUNT

DATA INTEGRATION & RAG PIP

Built-In Data Connectors seamlessly integrate enterprise data into the Al ecosystem, ensuring efficient access and utilization. Easy-to-build RAG Pipelines

empower teams to quickly develop Al workflows, combining real-time data with intelligent models to generate actionable insights.

MODEL MANAGEMENT &
ORCHESTRATION

[> .

PLUG & PLAY
Al DEPLOYMENT

=

FLEXIBLE INFRASTRUCTURE
INTEGRATION

END-TO-END Al
PIPELINE AUTOMATION

Designed to integrate seamlessly
with your existing PDUSs, racks, and
network equipment.

Simplifies the management of open
source models and NVIDIA NIMs,
streamlining acquisition, versioning,

Automatically deploys pipelines for
inference, training, and fine-tuning

Instantly provisions servers,
performs diagnostics, and configures

networking & storage with minimal
manual intervention.
Self-healing systems ensure optimal
performance and reliability.

accelerating time-to-value.
and deployment.

Supports both pre-validated

community models & custom,

Fully supports Red Hat Enterprise

Dynamic allocation ensures efficient
and Ubuntu, with deployments

matching of Al workloads to available

leveraging RKE2 for container
orchestration.

proprietary solutions for a future-proof
Al infrastructure.

hardware.

ICC ASTRA Al reimagines enterprise Al infrastructure by automating the entire lifecycle, from hardware
activation to Al application consumption. With its cloud-native, user-centric design, and advanced model and
data integration capabilities, ICC Private Cloud Al is more than just a platform, it's a complete Al Experience that

brings Al to your data with speed, efficiency, and scale.

Ready to scale your Al? Contact us for a demo.
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